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ABSTRACT

As the incidence of house break-ins continues to rise, the demand for effective real-time intruder detection 
systems has become increasingly critical. Among various biometric systems, face recognition stands out for its 
contactless nature, high accuracy, and unique capability to identify individuals. However, current face recognition 
methods often necessitate substantial computational resources, including high-performance GPUs, which 
can result in significant costs and complex implementations. This study introduces a resource-efficient face 
recognition system for real-time intruder detection, leveraging a Raspberry Pi edge device and a face recognition 
module built upon Dlib’s pretrained deep learning model based on the ResNet architecture. Our methodology 
comprises two main phases: prototype development and system evaluation. The prototype development phase 
encompasses hardware configuration, software integration, dataset preparation, individual dataset learning, 
face matching, and the integration of Twilio API and buzzer systems for real-time responses. Upon detecting an 
unknown face, the system promptly sends WhatsApp alert messages and activates a buzzer. Comprehensive 
experiments were conducted to evaluate the system’s accuracy, recall, and precision across five distinct known 
subjects. Furthermore, we assessed the system’s performance in identifying known faces under varying 
conditions, including different illumination levels, facial angles, expressions, and occlusions. The 
implemented system achieved an impressive overall accuracy and precision of 96%, along with a recall rate 
of 100%. It effectively recognized known faces across diverse settings, significantly reducing the rate of false 
alarms. This study presents a low-cost yet reliable solution for real-time intruder detection, thereby enhancing 
accessibility for a broader range of users.
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INTRODUCTION

Real-time security requirements are increasingly paramount 
due to the rise of various suspicious activities in both public 
and private spaces, where everyday security threats can 
significantly impact individuals’ safety.  Real-time intruder 
detection refers to a security system’s capability to identify 
and respond to unauthorized entities entering protected or 
restricted areas immediately as events unfold. Such systems 
continuously monitor designated areas and process 
incoming data instantaneously to detect intruders, ensuring 
prompt alerts and actions to mitigate security breaches. 
Numerous techniques for real-time intruder detection have 
been proposed in the literature, including GSM technology, 

motion detection coupled with facial recognition, stereo 
matching algorithms and IoT technology , REST API and 
middleware solutions, ambient intelligence , Raspberry Pi 
implementations and e-KTP card and RFID technology.

Facial recognition is a prominent computer vision 
technology that identifies or verifies an individual’s identity 
by analyzing facial features, making it one of the leading 
biometric systems employed for authentication and 
surveillance. The process involves capturing an image of 
a person’s face, extracting unique facial characteristics, 
and generating a digital “faceprint” that is subsequently 
compared to a database of established faceprints to identify 
matches. Since its inception in the 1960s, facial recognition 
technology has undergone significant advancements, 
notably with the incorporation of machine learning in the 
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2000s and deep learning techniques in the 2010s, which 
have greatly enhanced its accuracy and enabled real-time 
recognition capabilities.

A primary limitation of existing face recognition 
systems for intruder detection is the high computational 
cost associated with state-of-the-art deep learning models. 
Modern networks often require substantial computational 
resources that exceed the capabilities of many mobile and 
embedded applications . These models typically demand 
powerful GPUs and extensive computational infrastructure 
to process and analyze facial data in real time, leading to 
increased initial setup costs and significant operational 
expenses. Furthermore, the complex implementation and 
resource intensiveness of these systems create barriers to 
accessibility . Thus, there is a pressing need for a resource-
constrained deployment of real-time surveillance systems 
to effectively combat intrusion and enhance security .

The primary objective of this study is to implement a 
face recognition system with real-time response capabilities 
in a resource-constrained environment for intruder 
detection. Additionally, this study aims to evaluate the 
accuracy and performance of the implemented face 
recognition system across various settings. This study 
employs a resource-constrained face recognition system 
for real-time intruder detection using a Raspberry Pi edge 
device and a face recognition module built on Dlib’s 
pretrained deep learning model based on ResNet 
architecture. The deployed system sends WhatsApp alert 
messages and activates a buzzer upon detecting an 
unknown face.

The article begins with an introduction that outlines 
the research background, an overview of real-time intruder 
detection methods from prior works, and the motivation 
behind this study, followed by the objectives and 
organization of the paper. The subsequent section details 
the methodology employed in the implementation and 
evaluation of the deployed face recognition system for 
real-time intruder detection. The following Results and 
Discussion section presents the findings from the 
implementation and evaluation of the system. The 
Conclusion summarizes the study, addressing its limitations 
and offering suggestions for future improvements. Finally, 
acknowledgements and references are provided.

METHODOLOGY

HARDWARE CONFIGURATION AND 
SOFTWARE INTEGRATION

The hardware utilized in the implementation of the face 
recognition system comprises several key components. 
These include a Raspberry Pi 4B single-board computer 

and a Raspberry Pi 8 Megapixel Version 2 camera. 
Additional peripherals consist of a monitor, keyboard, and 
mouse, along with a micro-SD card and reader for data 
storage. The system is powered by a dedicated Raspberry 
Pi power supply, and a micro HDMI to standard HDMI 
adapter is employed for video output. Furthermore, a 
buzzer is integrated for auditory alerts, along with a small 
breadboard and two female-to-male jumper wires for 
circuit connections. Figure 1 illustrates the hardware setup 
for the implemented face recognition system.

FIGURE 1. Hardware setup

The face recognition system was implemented using 
the Python programming language, with Thonny serving 
as the integrated development environment on the 
Raspberry Pi. The OpenCV library was employed for 
various computer vision tasks, including image and video 
processing. The face recognition module was utilized to 
detect and locate faces, drawing bounding boxes around 
detected faces through feature extraction using the 
Histogram of Oriented Gradients (HOG) method. 
Additionally, this module facilitated facial recognition by 
implementing facial feature extraction and embedding 
based on Dlib’s pretrained deep learning model, specifically 
utilizing the modified ResNet-34 architecture. To enhance 
the system’s functionality, the Twilio API was integrated 
to enable the sending of WhatsApp alert messages upon 
the detection and recognition of an unknown face.

DATASET PREPARATION

Dataset preparation involved the systematic creation of 
labeled folders for each subject, with corresponding face 
images captured using a Raspberry Pi camera. The camera 
operated by extracting individual image frames from a 
real-time video stream, which were displayed in a window 
sized 512x304 pixels at a frame rate of 10 frames per 
second. To capture an image, the user pressed the Space 
key, prompting the system to save the image in JPEG 
format. During this process, each captured image was 
displayed in real-time using the OpenCV library, allowing 
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for immediate visual feedback. The images were organized 
and stored within the dataset directory, specifically under 
each subject’s designated folder. Each image was 
represented as a 304x512x3 array, corresponding to the 
Blue, Green, and Red (BGR) color channels, which is the 
standard color representation in OpenCV. It facilitated 
multiple functions during dataset preparation, including 
frame capturing, conversion of captured frames into image 
arrays, real-time display of images, and processing of user 
input for photo capturing. The integration of these features 
ensured a seamless workflow for capturing and organizing 
the dataset effectively.

INDIVIDUAL DATASET LEARNING: FACE 
DETECTION AND LOCALIZATION USING 

HOG

The implemented system employs the Histogram of 
Oriented Gradients (HOG) feature descriptor in conjunction 
with a sliding window approach to calculate the bounding 
box for face detection in the captured images. This process 
is facilitated by the predefined ‘hog’ model and the face_
recognition.face_locations function.

During preprocessing, each image is resized to a 
standard dimension of 64×128 pixels to ensure consistency 
across the dataset. The sliding window approach involves 
moving a fixed-size window across the image at various 
scales. For every position of the window and scale, the 
aforementioned function internally computes the HOG 
features, allowing for the identification of potential face 
regions.

The HOG feature descriptor begins by converting the 
image from color to grayscale, which simplifies the 
subsequent calculations. Following this conversion, the 
gradient for each pixel in the image is computed in both 
the x-direction and y-direction using equations (1) and (2), 
respectively, as outlined by. Variable X indicates the pixel 
calculation in horizontal direction while variable Y 
indicates the pixel calculation in vertical direction of the 
image.  This gradient information is crucial for capturing 
the edge and shape information necessary for accurate face 
detection. The comprehensive application of the HOG 
feature descriptor and sliding window technique enhances 
the system’s ability to detect and localize faces effectively 
within the images.

GX = Img(Xi + 1, Yj) − Img(Xi − 1, Yj) (1)

GY = Img(Xi, Yj + 1) − Img(Xi, Yj − 1) (2)

Then, the gradient magnitude and orientation (or 
direction) for each pixel in the image are calculated using 
equations (3) and (4) respectively.

(3)

(4)

Subsequently, the image is segmented into small, 
connected regions known as cells, typically sized at 8x8 
pixels. For each cell, a histogram of gradient directions is 
constructed, where the gradient magnitudes are utilized to 
“vote” into orientation bins, commonly defined as 9 bins 
covering angles from 0 to 180 degrees. This voting process 
helps to capture the directional information of the gradients 
within each cell, which is vital for identifying features 
relevant to face detection. To mitigate the impact of 
variations in lighting and contrast, the histograms are 
subjected to normalization. This normalization process 
involves grouping adjacent cells into larger blocks, for 
instance, 2x2 cells. Each block’s histogram is normalized, 
ensuring that the contributions of the cells within the block 
are appropriately scaled and adjusted for lighting variations. 
The normalized histograms from the cells are then 
concatenated to form a single feature vector that 
comprehensively represents the image patch. This feature 
vector encapsulates the essential gradient information 
required for effective face detection and recognition. 

The extracted HOG features effectively capture the 
structural and edge information of the face and are 
subsequently input into a trained Support Vector Machine 
(SVM), which serves as a binary classifier in the system. 
The SVM has been pretrained using a comprehensive 
dataset comprising both face and non-face images, enabling 
it to learn the distinguishing characteristics of each 
category. During classification, the SVM evaluates the 
feature vectors and determines whether they correspond 
to a ‘face’ or ‘non-face’ by identifying the optimal 
hyperplane that maximizes the margin between the two 
classes. This hyperplane represents the decision boundary 
separating the two categories in the feature space. If the 
computed score for a given feature vector exceeds a 
predetermined threshold, it indicates the presence of a face. 
In such cases, the system records the coordinates of the 
sliding window where the face has been detected and 
proceeds to draw a bounding box around the identified face 
region. Once a face is detected and localized, the 
corresponding facial regions are extracted for further 
analysis. This extraction facilitates the computation of 
facial embeddings, which are crucial for subsequent 
recognition tasks. These embeddings encapsulate the 
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unique features of the detected face, enabling accurate 
identification and matching against known subjects in the 
database. This comprehensive approach ensures that the 
system can reliably detect and recognize faces in real-time.

INDIVIDUAL DATASET LEARNING: 
FACIAL FEATURE EXTRACTION  

AND RECOGNITION

The implemented face recognition system employs a 
module built upon Dlib’s pretrained deep learning model, 
which is based on the ResNet architecture. This choice is 
motivated by several advantages, including moderate 
prototyping speed, the availability of a pretrained model, 
and a user-friendly interface supported by extensive 
documentation and community resources. The Dlib 
framework allows for relatively straightforward 
implementation while leveraging deep learning techniques 
to achieve higher accuracy compared to traditional face 
recognition methods. Being open source, it is optimized 
for real-time performance with moderate resource usage, 
making it accessible without requiring powerful hardware, 
such as GPUs.

The ResNet architecture, known for its use of residual 
connections, effectively addresses the vanishing gradient 
problem that often hinders the training of deep neural 
networks. This characteristic enables the network to learn 
complex features more efficiently. The modified ResNet 
model used in Dlib allows for the effective application of 
deep learning in face recognition without incurring high 
resource costs. Dlib’s pretrained deep neural network 
incorporates a ResNet architecture with 29 convolutional 
layers, having been trained on extensive image datasets 
for tasks involving facial feature extraction and facial 
embedding generation. This model is a variant of the 
ResNet-34 network introduced by . with certain layers 
removed and the number of filters in each layer reduced 
by half. The process begins by passing the detected face 
input image to the initial convolutional layer of the neural 
network, formatted as a 224 × 224 pixels × 3 channels 
(RGB image).

In this initial layer, the input image undergoes 
convolution with a stride of 2 and padding of 3, using 32 
filters (half the original value of 64 in ResNet-34) sized at 
7 × 7. This operation produces an output feature map of 
dimensions 112 × 112 × 32. The output is then subjected 
to max pooling, utilizing a kernel of size 3 × 3 with a stride 
of 2 and padding of 1, resulting in a feature map of size 56 
× 56 × 32. This max pooling layer captures the most salient 
features from the previous layer’s feature map. Subsequently, 
the image progresses through multiple stages of residual 

blocks, each containing convolutional layers designed for 
feature extraction. Within each residual block, convolutions 
are performed using 3 × 3 kernels, and ResNet-34 consists 
of four stages characterized by varying numbers of residual 
blocks: three, four, six, and three, respectively. The 
convolutional layers within each residual block share the 
same number of filters, ensuring consistency across the 
stage.

After each convolutional operation, batch normalization 
is applied to normalize the output of the convolutions, 
followed by ReLU activation to introduce non-linearity 
into the network. Additionally, the input tensors are added 
element-wise to the output tensors through skip connections 
(or residual connections), allowing data to flow both 
through and around the residual blocks. This mechanism 
effectively mitigates the vanishing gradient problem, 
facilitating the training of deep networks. Upon completion 
of processing through all stages of the residual blocks, the 
resultant feature map undergoes average pooling, reducing 
the dimensions from 7 × 7 × 256 to 1 × 1 × 256 by 
calculating the average value of each segment of the feature 
map. The output feature map is then flattened and input 
into a fully connected layer, generating a 128-dimensional 
embedding that encapsulates the unique facial features 
necessary for recognition. This final representation, known 
as a faceprint, can subsequently be compared with other 
embeddings using distance measurement techniques to 
identify matches.

 During the individual dataset learning phase, the 
system begins by systematically retrieving and processing 
images stored within a designated dataset folder. Two 
empty lists are initialized: knownEncodings, which will 
store the facial feature representations, and knownNames, 
which will record the corresponding names or labels of 
individuals. These lists act as the database for the face 
recognition system, serving as a foundation for subsequent 
identification tasks. The dataset learning process operates 
iteratively, processing each image sequentially. For each 
image, the person’s name is extracted directly from the 
image file path, which serves as an identifier for that 
individual. Subsequently, the image is loaded into memory 
and converted from OpenCV’s default BGR color format 
to the RGB format. This conversion step aligns with the 
expected input format of the face recognition model, 
ensuring compatibility and accurate feature extraction.

Once the image is in the appropriate format, the system 
utilizes the Histogram of Oriented Gradients (HOG) model 
to detect and locate faces within the image frame. The HOG 
model processes the image by scanning it using a sliding 
window technique to identify regions with face-like 
structures. This initial face detection step is crucial, as it 
isolates the specific region of interest for subsequent 
analysis. After the face is detected, the system proceeds to 
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compute a facial embedding for each identified face using 
Dlib’s pretrained deep learning model. This model is based 
on a modified ResNet architecture, which effectively 
extracts distinctive facial features by generating a 
128-dimensional vector, or “embedding,” unique to each 
detected face. These embeddings encapsulate critical 
information about facial features, enabling accurate 
recognition and differentiation between individuals.

The computed facial embedding is then paired with 
the corresponding name, and both are appended to the 
knownEncodings and knownNames lists. These pairings 
form the foundational data needed for future recognition 
tasks. Once all images within the dataset folder have been 
processed, the system serializes these two lists and saves 
them to a file named encodings.pickle. This file acts as a 
database, enabling the face recognition system to quickly 
access stored encodings and associated names for real-time 
recognition tasks.

FACE MATCHING

During real-time testing, the system generates a 
128-dimensional facial embedding, representing the unique 
feature vector of the face detected in the real-time video 
stream. This embedding captures the critical features of 
the detected face, enabling its identification. Once the 
embedding is created, it is compared with the existing facial 
embeddings stored in the system’s database using the 
comparefaces function available in the face recognition 
package. This comparison process employs Euclidean 
distance calculation, a standard method for measuring the 
similarity between two vectors. The Euclidean distance 
between the real-time embedding and each stored 
embedding is computed using Equation (5) (Wu et al. 
2021), which is mathematically expressed as:

(5)

where xi and yi​ represent the vector elements of the 
real-time embedding and a stored embedding, respectively. 
The system assesses these distances and determines a match 
based on a predefined threshold value, which indicates 
whether the detected face belongs to a known individual 
in the database. If the computed distance is below this 
threshold, the system identifies the face as a match; 
otherwise, it is classified as an unknown face. This real-time 
comparison approach ensures rapid and accurate face 
recognition, allowing the system to trigger necessary 
actions such as alerting users or activating security 
measures in response to an unrecognized face.

Smaller Euclidean distance values indicate higher 
similarity between faces, signifying a match. The face 

recognition library employs a default threshold of 0.6, 
which serves as a criterion to determine whether the 
detected face corresponds to a known individual. If the 
computed distance between the real-time facial embedding 
and a stored embedding is below this threshold, the system 
recognizes the input face as a match to the associated 
individual in the database. When a match is identified, the 
system displays the corresponding name around the 
bounding box of the detected face, using the label 
previously assigned in the dataset. This label is superimposed 
on the video feed, providing real-time identification 
feedback. However, if the distance exceeds the threshold, 
indicating that no match is found, the system classifies the 
detected face as “Unknown.” This triggers the configured 
alert mechanisms, such as sending a WhatsApp message 
or activating a buzzer, to notify users of the unidentified 
individual. This automated and immediate response 
enhances the system’s efficacy in real-time security 
monitoring.

TWILO API INTEGRATION

After verifying the face matching functionality, the system 
is enhanced by integrating a WhatsApp alert messaging 
feature using the Twilio API. This process begins with 
creating a Twilio account, where a designated phone 
number is registered to receive alert notifications upon the 
detection of an intruder. Next, the Twilio API credentials, 
including the Account SID, Auth Token, and Twilio 
WhatsApp number, are obtained and securely stored for 
use in the system’s code. The Twilio Sandbox for 
WhatsApp is then activated, which enables sending and 
receiving messages in a controlled environment during 
development and testing. In the implementation code, these 
credentials are utilized to establish a connection to the 
Twilio API. Upon detecting an unrecognized face that 
surpasses the specified matching threshold, the system 
triggers a predefined alert message containing relevant 
details. This message is sent in real-time to the registered 
phone number using Twilio’s messaging service, notifying 
the user of a potential intruder. This integration provides 
a seamless and automated way of informing users about 
unauthorized entries, significantly enhancing the system’s 
effectiveness as a security measure.

BUZZER INTEGRATION

Following the integration of the WhatsApp alert messaging 
functionality, a buzzer is incorporated into the system to 
provide an auditory alarm in the event of an intruder 
detection. This is achieved by leveraging the General-
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Purpose Input/Output (GPIO) module available on the 
Raspberry Pi. In the hardware setup, the positive terminal 
of the buzzer is connected to GPIO pin 16 (pin 23 on the 
Raspberry Pi), while the negative terminal is connected to 
a ground pin. This configuration follows the Raspberry Pi 
datasheet for appropriate wiring and ensures the correct 
operation of the buzzer. In the system’s code, the GPIO 
module is imported to allow programmatic control over 
the connected hardware components. When the face 
matching algorithm fails to identify a detected face 
indicating a potential intruder, the system triggers the 
buzzer. This activation represents the real-life functionality 
of an alarm, alerting users to a security breach. The buzzer 
emits a continuous or pulsed sound to signal the presence 
of an unrecognized individual. The incorporation of both 
the Twilio-based WhatsApp messaging and the physical 
buzzer ensures a robust, multi-channel notification system 
for real-time intruder detection. Figure 2 provides an 
overall flow-chart of the implemented face recognition 
system, illustrating the complete workflow. Individual 
dataset learning process will take place when a user would 
like to add faces into the database where the system will 
carry out the previously mentioned steps to learn, recognize 
and store new facial embeddings for future comparisons. 
Meanwhile, real time testing is where comparison is made 
in real time between generated facial embedding for an 
image captured and stored facial embeddings in the 
database. 

FIGURE 2. Overall flowchart

SYSTEM EVALUATION

Once the functional prototype was developed, an 
experimental evaluation was conducted to assess the 
accuracy of the implemented facial recognition system. 

The evaluation involved five individuals whose facial 
embeddings were pre-stored in the system’s database. The 
goal of this experiment was to determine the system’s 
capability to correctly identify each known individual in 
multiple trials. During the testing phase, each subject was 
individually presented to the system. For everyone, the 
recognition tests were repeated 15 times, allowing the 
system to process and identify the subject’s face in every 
instance. Observations were made to determine whether 
the system accurately recognized each known face, and 
the corresponding results were meticulously recorded.

Based on the observed outcomes, the system’s 
accuracy, recall, and precision were calculated using 
Equations 6, 7, and 8.  Accuracy refers to the proportion of 
correct identifications over the total number of attempts, 
recall measures the proportion of correctly identified known 
faces among all actual known faces, and precision indicates 
the proportion of correctly identified known faces among 
all identified faces. A true positive (TP) occurs when the 
system correctly identifies a known face in the database 
while a true negative (TN) occurs when the system correctly 
rejects or identifies an unknown face as ‘unknown’. 
Meanwhile, a false positive (FP) happens when the system 
misidentifies a known face as a different known face or 
misidentifies an unknown face as a known face. In other 
words, the system misidentifies images of two different 
individuals as depicting the same person. On the other hand, 
a false negative (FN) happens when the system fails to 
identify a known face or labels a known face as ‘unknown’.

(6)

(7)

(8)

These metrics serve as a comprehensive evaluation of 
the system’s reliability in real-world scenarios, ensuring 
that it not only detects but also accurately identifies 
individuals while minimizing false positives.

 To further assess the robustness and adaptability of 
the implemented face recognition system, an additional 
experiment was conducted to evaluate its ability to identify 
known individuals under varying conditions and parameters. 
The parameters tested included variations in:

1.	 Illumination Levels: Different lighting scenarios 
such as bright sunlight, indoor artificial lighting, 
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conditions were used to examine the impact on 
face recognition accuracy.

2.	 Facial Angles: The subjects were positioned at 
various angles relative to the camera, including 
front-facing, side-profile, and tilted positions, to 
evaluate the effect of facial orientation on the 
recognition accuracy.

3.	 Facial Expressions: Variations in facial 
expressions such as neutral, smiling, frowning, 
and other emotions were introduced to observe if 
changes in expressions impacted the system’s 
performance.

4.	 Poses: Different head poses, including looking 
up, down, and to the sides, were tested to analyze 
the system’s capability in recognizing faces from 
diverse postures.

5.	 Obstructions and Accessories: The experiment 
included the use of various accessories and face 
coverings such as spectacles, caps, medical face 
masks, scarves, headscarves, sunglasses, beanies, 
and balaclavas. This tested the system’s 
effectiveness in handling partial facial occlusions 
or accessories commonly worn by individuals.

The implemented face recognition system was initially 
tested indoors in the controlled environment of the Makmal 
Pintar at the Faculty of Engineering and Built Environment, 
National University of Malaysia. Subsequently, the system 
was taken outdoors to assess its performance under natural 
sunlight and outdoor conditions, which can introduce 
additional complexities like changing light intensity and 
shadows. The results from these experiments were 
meticulously recorded in a tabulated format, capturing the 
success rate and accuracy of the system in identifying 
known individuals under each tested parameter. This 
comprehensive evaluation provided insights into the 
system’s reliability and adaptability across diverse real-
world scenarios, highlighting potential areas for further 
improvement.

RESULTS AND DISCUSSION

SYSTEM FUNCTIONALITY VERIFICATION

Figure 3 illustrates the successful simultaneous recognition 
of three previously learned subjects, effectively verifying 
the accuracy and efficiency of the face recognition system. 
This demonstration highlights the system’s ability to 
identify multiple subjects in real time, validating both the 
accuracy of its algorithms and its suitability for applications 
requiring multi-subject detection.

FIGURE 3. Device verification

Figure 4 displays the outcome of an unsuccessful 
recognition attempt for an unfamiliar face, representing an 
intruder. This result highlights the system’s ability to 
differentiate between learned and unlearned faces, 
effectively identifying unauthorized individuals. By 
flagging this unrecognized face, the system demonstrates 
its capability to detect potential intrusions, reinforcing its 
reliability for real-time security monitoring. 

FIGURE 4. Intruder detection

Figure 5 illustrates the alert message messages sent to 
the authorized user upon detecting an unrecognized or 
unlearned face, utilizing the Twilio API for real-time 
notification. This message informs the user of a potential 
intruder, enabling prompt action. Alongside the notification, 
the system also activates an audible buzzer, providing an 
immediate on-site alert. This dual response instant 
messaging and a local alarm demonstrates the system’s 
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comprehensive approach to intruder detection, ensuring 
both remote and on-site security measures are effectively 
in place.

FIGURE 5. Alert messages upon intruder detection

SYSTEM EVALUATIONS RESULTS

Out of the five learned subjects, four were accurately 
recognized in all 15 test instances, achieving 100% 
accuracy, recall, and precision. However, one learned 
subject was misidentified in three out of the 15 tests, 
resulting in 80% accuracy for that individual, though recall 
and precision remained at 100%. These results yield an 
overall system accuracy and precision of 96%, with a recall 
rate of 100%. Figures 6, 7, and 8 visually present these 
metrics, showcasing the implemented face recognition 
system’s performance in terms of accuracy, recall, and 
precision, respectively. This analysis highlights the 
system’s high level of reliability, with occasional 
misidentification balanced by a strong recall rate, making 
it a dependable option for consistent and precise intruder 
detection.

FIGURE 6. Accuracy evaluation output

FIGURE 7. Recall evaluation output

FIGURE 8. Precision evaluation result

SYSTEM PERFORMANCE EVALUATION  
RESULTS IN VARIOUS SETTINGS

The performance of the face recognition system was 
assessed across diverse environmental settings to determine 
its robustness and adaptability. This evaluation considered 
factors such as lighting conditions, background complexity, 
subject distance, and potential obstructions. By testing in 
both controlled and variable environments, the system’s 
recognition results were closely observed to ensure 
consistent functionality. In bright light controlled indoor 
settings, the system performed with near-perfect accuracy, 
recognizing learned faces consistently indicating the 
system’s capacity to identify subjects reliably even when 
visual conditions fluctuate as detailed in Table 1. 

TABLE 1. Indoor evaluation results
Setting Successful Recognition

With eyes closed Yes
With spectacles Yes

With cap Yes
With medical face mask Yes

With scarf Yes
With headscarf Yes
With sunglasses Yes

With Binnie Yes
With balaclava Yes

continue ...
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Happy expression Yes
Sad expression Yes

Angry expression Yes
Facing left Yes

Facing diagonally left Yes
Facing right Yes

Facing 180 Degrees to the 
right No

Facing straight Yes

The results from the outdoor performance evaluation 
are summarized in Table 2. This table provides recognition 
results of the face recognition system under various outdoor 
conditions, highlighting its performance under real-world 
environmental challenges. The data offers insights into how 
factors like lighting variability, background complexity, and 
subject distance influence the face recognition system’s 
effectiveness, underscoring its reliability for outdoor 
monitoring scenarios. This analysis highlights the system’s 
resilience and adaptability, showing that while certain 
conditions may slightly affect accuracy and precision, recall 
remains consistently high. Overall, these findings validate 
the system’s reliability for outdoor security applications, 
reinforcing its suitability for real-time monitoring in 
dynamic and unpredictable settings.

           TABLE 2. Outdoor evaluation results
Setting Successful Recognition

Facing right Yes
Facing left Yes

Facing diagonally left Yes
Facing down Yes

Angry expression Yes
Sad expression Yes

Happy expression Yes
With eyes closed Yes
With headscarf Yes

With scarf Yes
With cap Yes

With spectacles Yes
With medical face mask No

Facing up No

The implemented face recognition system demonstrates 
a robust capability for accurately recognizing learned faces, 
achieving an overall accuracy of 96% and a recall rate of 
100%. This performance aligns with findings in the 
literature that highlight the effectiveness of advanced 
algorithms in face recognition tasks. For instance, Phillips 
et al. emphasize the significant advancements in face 

recognition accuracy due to the development of 
convolutional neural networks (CNNs) and other deep 
learning techniques, which have been shown to outperform 
traditional methods in various conditions, including 
varying illumination and facial expressions . Furthermore, 
the system’s ability to send alert messages and activate a 
buzzer upon detecting an unknown face ensures a prompt 
real-time response, which is crucial for security applications. 
The system’s reliability in recognizing learned faces across 
different conditions, such as illumination and occlusions, 
is particularly noteworthy. Research indicates that modern 
face recognition systems can maintain high accuracy even 
under challenging conditions, as demonstrated by Guo, 
who discusses the importance of deep learning models in 
enhancing recognition capabilities despite occlusions and 
other visual obstructions. Additionally, the low rate of false 
alarms reported suggests that the system effectively 
distinguishes between known and unknown faces, which 
is a critical aspect of any security-focused application.

However, it is important to acknowledge the limitations 
observed in the system’s performance. Instances where the 
system struggled to recognize known faces may reflect 
inherent challenges in face recognition technology, 
particularly when faces are presented under suboptimal 
conditions or when there are significant variations in pose 
or expression. Research by White et al. highlights that even 
advanced algorithms can exhibit variability in performance 
based on the specific characteristics of the faces being 
recognized, such as angle and lighting. Moreover, the 
phenomenon of “own-age bias,” where recognition 
accuracy varies based on the age of the faces being 
recognized, may also contribute to the observed limitations 
. This suggests that while the system is highly effective, 
there remains room for improvement, particularly in 
enhancing its robustness against variations in facial 
presentation.

The rising incidence of break-ins necessitates the 
implementation of effective security measures, particularly 
real-time intruder detection systems. Face recognition 
technology is increasingly recognized for its non-intrusive 
nature, high accuracy, and unique identification capabilities, 
making it a suitable choice for enhancing security in 
residential and commercial settings. However, many 
existing systems are hindered by their significant 
computational requirements and complex implementations, 
which can limit their accessibility to users with constrained 
resources. This study addresses these challenges by 
developing a resource-constrained face recognition system 
utilizing a Raspberry Pi and Dlib’s pretrained ResNet-based 
model, which allows for efficient processing without the 
need for extensive hardware.

The proposed system not only recognizes faces but 
also integrates alert functionalities through WhatsApp via 

... cont.
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the Twilio API, alongside activating a buzzer for immediate 
responses. This approach is consistent with recent 
advancements in smart home security systems, which 
emphasize the importance of real-time notifications to users. 
For instance, Kim et al. highlight the effectiveness of 
intelligent video surveillance systems that can detect 
abnormal situations and notify users promptly, underscoring 
the necessity of immediate alerts in enhancing security 
measures . Additionally, the integration of communication 
platforms like WhatsApp for alerting users reflects a 
growing trend in utilizing mobile technology to enhance 
user engagement and responsiveness in security systems.

Moreover, the system’s design aims to maintain high 
accuracy in face recognition while operating under various 
conditions, which is crucial for minimizing false alarms 
and ensuring reliable performance. Research indicates that 
deep learning models, such as those employed in this study, 
can achieve significant accuracy improvements in face 
recognition tasks, even in resource-constrained 
environments. The use of a Raspberry Pi not only makes 
the system more accessible but also aligns with the trend 
of developing low-cost security solutions that do not 
compromise performance. However, it is essential to 
acknowledge the potential limitations of the system. While 
the face recognition capabilities are robust, challenges may 
arise in scenarios involving occlusions, varying lighting 
conditions, or significant changes in facial expressions, 
which can affect recognition accuracy . Future enhancements 
could focus on improving the model’s adaptability to these 
variations, potentially incorporating additional sensors or 
machine learning techniques to bolster performance under 
diverse conditions.

In conclusion, the implementation of a resource-
constrained face recognition system for real-time intruder 
detection represents a significant advancement in home 
security technology. By leveraging affordable hardware 
and integrating effective communication methods, this 
system addresses the pressing need for accessible and 
efficient security solutions in the face of rising break-in 
incidents.

CONCLUSION

This study successfully implemented a reliable face 
recognition system for intruder detection in a resource-
constrained environment, enhancing affordability. 
However, several limitations were identified. Firstly, 
manual dataset preparation is required, necessitating 
subjects to capture multiple images of their faces using a 
Raspberry Pi camera and execute image capturing code. 
Secondly, the process of individual dataset learning is 

time-consuming and must be restarted whenever a new 
subject is added. Thirdly, an increased number of known 
faces in the dataset leads to higher latency and a greater 
likelihood of false positives. Finally, the system cannot 
distinguish between real-time faces and static images.
         Future work aims to address these limitations while 
enhancing the system’s portability and ease of use. The 
face recognition system will be made headless for 
simplified installation and controlled wirelessly via SSH 
for remote updates. Additionally, the buzzer will be 
integrated onto a printed circuit board for improved 
durability. A longer flat flexible cable (FFC) will enhance 
camera setup flexibility, and the entire system will be 
housed in a 3D-printed casing for protection. Furthermore, 
implementing the YOLO Lite method will facilitate faster 
real-time face recognition on the Raspberry Pi, improving 
both accuracy and latency. The system will also utilize a 
trained face recognition model with datasets that better 
represent the local community, enhancing accuracy on 
edge devices. Once development is complete, the program 
can be exported to the Raspberry Pi’s memory, allowing it 
to operate independently without the need for a display or 
input devices.
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